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How Microsoft protects Microsoft
Active defense - at world scale
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Active defense at scale
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AI Agents at work
Train and contain your agents
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AI agents

Democratization of development – fast adoption

Gaps in our understanding of Agent behaviour

§ Non-deterministic

§ Autonomous

§ Agent-to-agent cooperation

§ Pace of execution

Lack of “social systems”

Agents may become our adversaries
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Traditional control frameworks 

Product
§ Safety and security controls that customers cannot override
§ Prompt controls, model drift, training and avoidance of bias, 

predictability, explainability and transparency.
§ OWASP AI, NIST AI RMF, AIUC-1

Configuration
§ Customer determines specific implementation
§ Asset management, identity management, minimum 

privilege, network segmentation, access controls, supply 
chain risk, monitoring. 

§ NIST CSF, NIST 800-53, ISO 27001, ISO 42001
§ CIS Baselines

Update frequency not at pace

Coverage not sufficient

Co
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Extending our coverage
Values 

AI should respect corporate values, ethical and regulatory requirements

Autonomy 
Can AI modify, delete data? Can it carry out financial transactions and to 
which threshold? Can it launch physical action? 
Is AI allowed to take initiatives? 
Is a human-in-the-loop required for critical actions? 
Do we have an “off switch”? Can we activate it automatically? 
Is AI backing up state before executing, can we roll back its actions? 
Can AI resist human oversight? 

Scope
To what data, services, systems AI has access? 
Does AI have access to the internet and to other AI tools? 
What is its primary role and success factors?
Do we have an AI insider risk program? 

Data layer is the foundation
Data and services provenance, lineage, classification, integrity

Co
nt

ro
ls
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Humanist AI Code of Conduct | Microsoft AI

https://microsoft.ai/code-of-conduct/


A
A

A
A

A

Frontier AI models
Insights for patching, and more



Frontier Models

Finding vulnerabilities in code, faster* 

Building exploits, faster (even based on binaries)

Allowing autonomous attacks**

Continuously improving

Accessible to our adversaries

* How fast is autonomous AI cyber capability advancing? | AISI Work
** jadepuffer-agentic-ransomware-for-automated-database-extortion 

https://www.aisi.gov.uk/blog/how-fast-is-autonomous-ai-cyber-capability-advancing
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion
https://www.sysdig.com/blog/jadepuffer-agentic-ransomware-for-automated-database-extortion


Glasswing insights 

Non-deterministic, multiple runs required

“Harnesses” matter, a lot

Large number of findings 

Triage, prioritization, remediation process

Large impact on resources (FTEs, tokens)

Continuous scanning of old and new code



What can you do? 

Scan your own software
• Don’t wait, use a harness + available models

• Prepare for a continuous process

Patch overnight
• Allocate resources, change your policies, measure, report*

• Prioritize identity management, edge devices

• Can we break production to patch our systems? 

Limit exposure
• Replace legacy software if you can, isolate if you can’t

• Respond to incidents at pace

• Defend in depth**

* BOD 26-04: Prioritizing Security Updates Based on Risk | CISA

** https://sip.security.microsoft.com/securenow

https://www.cisa.gov/news-events/directives/bod-26-04-prioritizing-security-updates-based-risk
https://www.cisa.gov/news-events/directives/bod-26-04-prioritizing-security-updates-based-risk
https://www.cisa.gov/news-events/directives/bod-26-04-prioritizing-security-updates-based-risk
https://www.cisa.gov/news-events/directives/bod-26-04-prioritizing-security-updates-based-risk
https://sip.security.microsoft.com/securenow


Microsoft Baseline Security Mode*

Benefit from how Microsoft protects Microsoft

Staged rollout with built-in impact analysis, exclusions

New tenants will come with BSM controls by default

V1: 18 secure settings

V2: 25 additional settings across Microsoft 365, Entra, 
Intune, Purview, Dynamics 365, and Azure

* Baseline security mode

https://learn.microsoft.com/en-us/microsoft-365/baseline-security-mode/baseline-security-mode-settings?view=o365-worldwide
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https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/ 

https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
https://www.microsoft.com/en-us/security/blog/2026/10/06/ciso-perspectives-on-managing-vulnerability-risks-in-the-age-of-ai/
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Prepare for resilience
Minimal viable service
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MITRE ATT&CK



A
A

A
A

A

MITRE ATT&CK – attack flow
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Incident response process

Source: SANS

Identify
• When did the event happen?
• Has the source (point of entry) of the 

event been discovered?
• What is the scope of the compromise?
• Is it spreading?
• Does it affect operations?
• ...

Contain
• Limit spread and impact
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MITRE ATT&CK – in fast forward
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Incident response process

Source: SANS

Identify
• When did the event happen?
• Has the source (point of entry) of the 

event been discovered?
• What is the scope of the compromise?
• Is it spreading?
• Does it affect operations?
• ...

Contain
• Limit spread and impact
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Incident response process – in fast forward

Source: SANS

Identify
• When did the event happen?
• Has the source (point of entry) of the 

event been discovered?
• What is the scope of the compromise?
• Is it spreading?
• Does it affect operations?
• Limit spread and impact
• ...



Minimal viable service

Preserve resilience for your critical service

Identify your most (and least) critical assets

Obtain agreement to burn down least critical

Identify trigger points in attack flow and infra

Contain without perfect knowledge



Wrapping up

The basics still matter, a lot

Update your risk assessments and playbooks

Expand your controls to agents

Prepare for resilience

Keep pace



Thank you!
Freddy Dezeure
DCISO for Europe


